Following are some of the questions raised by Dr.Gregor with respect to Random Numbers as a part PI program challenge and an attempt from me to find answers.

a) What is the maximal average runtime that you need to have in order to exceed the accuracy of the numerical operations you use in your methods?

E.g. remember the adding of float, double, and long double numbers. When do you get inaccuracies not based on the method but on obtaining the result.

Assume you run 10000 experiments and average

3.1415926535897600
0.115625 seconds
0.0000000000000289 error

What happens if i run this ten times longer? Does the number get more accurate? Assume at one point I get an error of 0.0000000000000000. Is the error realy 0? How mnay digits of PI should I consider? Should I round the last digit of pi?

b) given an experiemental value for the maximum runtime of a) how would you suggest the algorithme could be improved given that an implementation of b is time intense, and this excersise is not to develop the most acurate numerical method this question is only for those getting a grade for the project. However a one two paragraph answer is sufficient to show you understand the problem

What do you have to look out for while generating random numbers on the different processors? Assume you use the same seed. How do the random numbers look like on each processor? Would it make a difference to run on multiple processors? What does one need to do? Explain two different methods and their impact. 

a) Distributing random numbers in chunks to the processors 

b) Generating new ones with different seeds. How do you initialize the seed?
Guru Said:

The pattern of random number plays a vital role in determining the accuracy of PI value. The pattern of random numbers is dependent on the seed used to initialize the random function and also the type of processors. For now let us assume we have identical processors.

Thereby making the random pattern completely dependent on the seed. 

There can be two possibilities with respect to the way we initialize the seed:

1) Identical seed on all the processors.

2) Different seed on different processors.

Identical seed though seems to be a challenge; there are varieties of ways to solve the problem. One way is to use the time stamp, but this may pose the problem of having all the processors in sync, which is impossible considering remote processors in a Grid environment. Another possible way is to use the number of processors involved in the computation (in case of MPI, it will be all the processors in MPI_COMM_WORLD. In case of a grid I assume we can get this parameter.)

When generating random numbers on different processors one has to consider the pattern of random numbers on different processors. The following table shows the values of PI for different number of trials on two identical processors with same seed and different seed. The values in bold have lesser deviation from the actual value of PI.

Actual Value of PI being 3.1415926535897931159980, Number of processors = 2

	
	Seed as the rank of the processor
(different seeds on every processor)


	Seed as the number of processors in MPI_COMM_WORLD

(identical seed on all the processors)

	
	PI
	Deviation
	PI
	Deviation

	100
	3.0400000000000000355271
	0.1015926535897930804708
	3.0400000000000000355271
	0.1015926535897930804708

	1000
	3.1400000000000001243450
	0.0015926535897929916530
	3.0800000000000000710543
	0.0615926535897930449437

	10000
	3.1680000000000001492140
	0.0264073464102070332160
	3.1343999999999998529177
	0.0071926535897932630803

	100000
	3.1308800000000003294076
	0.0107126535897927865904
	3.1551999999999997825739
	0.0136073464102066665760

	1000000
	3.1410280000000003752803
	0.0005646535897927407177
	3.1397759999999999003251
	0.0018166535897932156729


What do we learn from this test?

Obvious observation is that having different seeds will generate more accurate PI values. But there are few more aspects to it. Having same seed on all the processors means we are generating identical success-failure patterns to hit the dartboard on all the processors. But when we think about what are we accomplishing by running on multiple processors, the answer is, we are distributing the number of trials the user wants to attempt equally among all the processors. That is, if user wants to make 100 attempts, we distribute 50 to each processor (assuming two processors) and separately make these attempts.

What has this to do with having the same seed and the same random pattern?

If the seeds are different the random patterns are different implying 100 independent attempts were made in total regardless of number of processors. Same random pattern will mean we are controlling the random pattern and indirectly controlling the value of PI. This may not necessarily mean we are shooting towards more accurate PI value (as per the above table, where different seed has more accurate result).

All this is true, considering same type of processors, which is hard to meet in a grid environment. 

Alternately, we can generate all the random numbers initially on a single processor and distribute the random numbers to different processors to overcome the issue of same or different seed. Since it is on a single processor the dependence on seed is drastically reduced. But this may deceive the merits of parallel execution by adding additional work for random number distribution.

Do we actually have to have same seed all across? Do we need to make this attempt to have the same random pattern? If we do, can we have a control over this in all environments?

Mike Said:
Having the same seed effectively means that only one process is needed and all the other ones are redundant. Since redundancy is exactly the opposite of MC algorithms which rely on randomness, I don't quite see the reason why you would have it. If a redundant process fails, it does not contribute to the result. If it does not fail, it doesn't contribute either because its result is already covered by one of the other processes. Therefore such a redundant process is useless whether it completes, fails, or doesn't run at all.

Guru Said:
(MIKE) Having the same seed effectively means that only one process is needed and all the other ones are redundant.

The other processes are redundant when we have the same seed or in other words every process makes all the attempts. They will not be redundant if we are distributing the attempts among all processes and consolidating the result at the end.

(MIKE) Since redundancy is exactly the opposite of MC algorithms which rely on randomness, I don't quite see the reason why you would have it.

For the same reason that MC depends significantly on randomness deciding the seed, therefore the pattern is important. My opinion is, having the same seed in cases when we are distributing the attempts (all processes contributing to the end result) will produce less accurate results.

In essence, same seed should be used when we have only one process computing the value of PI (regardless of other redundant processes) and different seeds in cases of parallel runs.

Dr.Gregor Said:
Mike answered this: if you have the same seed it returns the same result as if you have one processor, thus you do not gain anything with multiple processors.

What needs to be done: 
One solution to compare a parallel to a sequential algorithm is to use the same order of random numbers across the machines. The seed needs to be one parameter passed to the algorithm. Now if you have p processors and you have a max number of trials where max = max_sequential / p, you can create max * rank initial random trials so that a processor creates "blocks" of random numbers. Another way to do this is to do a "scatter" in which you do rank random numbers on each processor and than after each trial you run p random trials.

Additionally, if you look at your multiplication with 4 you may want to do this only once as you otherwise increase the error.

This should be it for the explanation. One thing to add is how you obtain the maximum number of dart throws that you can do without an increase in accuracy. Well all this can be calculated theoretically, but that’s not what we need here. We like to have a simple program that introduces some technologies and practices. So what one needs to do is to run a number of experiments  to show when the error between pi and the calculated value either do not change anymore, or fluctuate around an asymptotic value with a very small error.

It is good to repeat the experiments so you can do a box whisker diagram with the values. A good package for drawing these is "R", or "ploticus", MS has a description on its web page on how to generate them with excel. I posted to some student a modified version of that, but I misplaced this. R seems better suited for this. Instead of the median, it’s probably good to use (max, mean + stddev, mean, mean - stddev, and min) as values.

For the next generation of students: I like that you add the following text to the document. The nice thing about this pi example is that the analysis I just described could itself be formulated as a parallel program. The question is how to do this most efficiently and transparent to the user. E.g. you start the experiments with different seeds for a group of darts on a number of parallel resources, combine them and that you get automatically the figure and tables created.
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1000 3.180000000000000000000000 0.038407346410207000000000 0.020395040512084900000000

10000 3.142799999999990000000000 0.001207346410206690000000 0.024567842483520500000000

100000 3.129000000000000000000000 0.012592653589793100000000 0.030096054077148400000000

1000000 3.141863999999990000000000 0.000271346410206874000000 0.153166055679321000000000

10000000 3.141016800000000000000000 0.000575853589793062000000 1.460648059844970000000000

100000000 3.142152480000000000000000 0.000559826410206909000000 15.385494947433400000000000

1000 3.180000000000000000000000 0.038407346410207000000000 0.020390033721923800000000

2000 3.185999999999990000000000 0.044407346410206800000000 0.019600868225097600000000

3000 3.128000000000000000000000 0.013592653589793000000000 0.020944118499755800000000

4000 3.063000000000000000000000 0.078592653589792900000000 0.021089076995849600000000

5000 3.134399999999990000000000 0.007192653589793260000000 0.025597810745239200000000

6000 3.160000000000000000000000 0.018407346410207000000000 0.021605014801025300000000

7000 3.114857142857140000000000 0.026735510732650300000000 0.022197961807250900000000

8000 3.173999999999990000000000 0.032407346410206800000000 0.022322177886962800000000

9000 3.149333333333330000000000 0.007740679743540200000000 0.022663116455078100000000

10000 3.142799999999990000000000 0.001207346410206690000000 0.024335145950317300000000

11000 3.094909090909090000000000 0.046683562680702200000000 0.022830963134765600000000

12000 3.194999999999990000000000 0.053407346410206700000000 0.023524045944213800000000

13000 3.143076923076920000000000 0.001484269487129980000000 0.024063110351562500000000

14000 3.157714285714280000000000 0.016121632124492800000000 0.024044036865234300000000

15000 3.124800000000000000000000 0.016792653589793000000000 0.024605989456176700000000

16000 3.111000000000000000000000 0.030592653589792900000000 0.024574995040893500000000

17000 3.151058823529410000000000 0.009466169939618570000000 0.024674892425537100000000

18000 3.101333333333330000000000 0.040259320256459800000000 0.024618864059448200000000

19000 3.176210526315780000000000 0.034617872725996200000000 0.024688005447387600000000

20000 3.125399999999990000000000 0.016192653589793100000000 0.024936914443969700000000

21000 3.135428571428570000000000 0.006164082161221880000000 0.024897098541259700000000

22000 3.157090909090900000000000 0.015498255501115800000000 0.026536941528320300000000

23000 3.155478260869560000000000 0.013885607279771900000000 0.025573015213012600000000

24000 3.146999999999990000000000 0.005407346410206680000000 0.025676012039184500000000

25000 3.154560000000000000000000 0.012967346410206900000000 0.028934001922607400000000

26000 3.139384615384610000000000 0.002208038205177670000000 0.026386976242065400000000

27000 3.104000000000000000000000 0.037592653589793000000000 0.026731967926025300000000

28000 3.134571428571420000000000 0.007021225018364320000000 0.032056093215942300000000

29000 3.134896551724130000000000 0.006696101865655270000000 0.027107000350952100000000

30000 3.138399999999990000000000 0.003192653589793250000000 0.027084112167358300000000

31000 3.156000000000000000000000 0.014407346410207000000000 0.027105093002319300000000

32000 3.132375000000000000000000 0.009217653589792980000000 0.027124166488647400000000

33000 3.153090909090900000000000 0.011498255501115800000000 0.027102947235107400000000

35000 3.114857142857140000000000 0.026735510732650300000000 0.027064085006713800000000


Results of executing Monte Carlo PI program on 3 processors.
The initial set of experiments makes it clear that the deviation of PI value from the actual varies based on the number of trials and is not particularly more accurate with more number of attempts to hit the dartboard. The same observation was found on running the serial version of the program. In order to further emphasize that the deviation (in other words accuracy) of PI value exhibits a sinusoidal nature with the number of attempts, the tests were repeated with slower increase in the number of attempts. Please check the results sheet for more elaborate results and plots.
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		Trials		Computed PI Value		Deviation		Time Taken (in secs)

		1000		3.180000000000000000000000		0.038407346410207000000000		0.020395040512084900000000

		10000		3.142799999999990000000000		0.001207346410206690000000		0.024567842483520500000000

		100000		3.129000000000000000000000		0.012592653589793100000000		0.030096054077148400000000

		1000000		3.141863999999990000000000		0.000271346410206874000000		0.153166055679321000000000

		10000000		3.141016800000000000000000		0.000575853589793062000000		1.460648059844970000000000

		100000000		3.142152480000000000000000		0.000559826410206909000000		15.385494947433400000000000

		1000		3.180000000000000000000000		0.038407346410207000000000		0.020390033721923800000000

		2000		3.185999999999990000000000		0.044407346410206800000000		0.019600868225097600000000

		3000		3.128000000000000000000000		0.013592653589793000000000		0.020944118499755800000000

		4000		3.063000000000000000000000		0.078592653589792900000000		0.021089076995849600000000

		5000		3.134399999999990000000000		0.007192653589793260000000		0.025597810745239200000000

		6000		3.160000000000000000000000		0.018407346410207000000000		0.021605014801025300000000

		7000		3.114857142857140000000000		0.026735510732650300000000		0.022197961807250900000000

		8000		3.173999999999990000000000		0.032407346410206800000000		0.022322177886962800000000

		9000		3.149333333333330000000000		0.007740679743540200000000		0.022663116455078100000000

		10000		3.142799999999990000000000		0.001207346410206690000000		0.024335145950317300000000

		11000		3.094909090909090000000000		0.046683562680702200000000		0.022830963134765600000000

		12000		3.194999999999990000000000		0.053407346410206700000000		0.023524045944213800000000

		13000		3.143076923076920000000000		0.001484269487129980000000		0.024063110351562500000000

		14000		3.157714285714280000000000		0.016121632124492800000000		0.024044036865234300000000

		15000		3.124800000000000000000000		0.016792653589793000000000		0.024605989456176700000000

		16000		3.111000000000000000000000		0.030592653589792900000000		0.024574995040893500000000

		17000		3.151058823529410000000000		0.009466169939618570000000		0.024674892425537100000000

		18000		3.101333333333330000000000		0.040259320256459800000000		0.024618864059448200000000

		19000		3.176210526315780000000000		0.034617872725996200000000		0.024688005447387600000000

		20000		3.125399999999990000000000		0.016192653589793100000000		0.024936914443969700000000

		21000		3.135428571428570000000000		0.006164082161221880000000		0.024897098541259700000000

		22000		3.157090909090900000000000		0.015498255501115800000000		0.026536941528320300000000

		23000		3.155478260869560000000000		0.013885607279771900000000		0.025573015213012600000000

		24000		3.146999999999990000000000		0.005407346410206680000000		0.025676012039184500000000

		25000		3.154560000000000000000000		0.012967346410206900000000		0.028934001922607400000000

		26000		3.139384615384610000000000		0.002208038205177670000000		0.026386976242065400000000

		27000		3.104000000000000000000000		0.037592653589793000000000		0.026731967926025300000000

		28000		3.134571428571420000000000		0.007021225018364320000000		0.032056093215942300000000

		29000		3.134896551724130000000000		0.006696101865655270000000		0.027107000350952100000000

		30000		3.138399999999990000000000		0.003192653589793250000000		0.027084112167358300000000

		31000		3.156000000000000000000000		0.014407346410207000000000		0.027105093002319300000000

		32000		3.132375000000000000000000		0.009217653589792980000000		0.027124166488647400000000

		33000		3.153090909090900000000000		0.011498255501115800000000		0.027102947235107400000000

		35000		3.114857142857140000000000		0.026735510732650300000000		0.027064085006713800000000






